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{> Code

O openal | openal-agents-python

() Issues 156 % Pull requests

® openai-agents-python Public

¥ ihower:support_custom-tools-new-class had recent pushes 36 minutes ago
t* main -~

Q) JRMeyer and seratch feat: preserve logprobs from chat completions A... @38 .7

' 28 Branches O 44 Tags

.github
vscode

docs

B examples

0D 0D 0D 0D D0 oo oo kR

=

src/agents
tests
.gitignore
.prettierrc
AGENTS.md
CLAUDE.md
LICENSE
Makefile
README.md
mkdocs.ymi
pyproject.toml

uv.lock

README & MIT license

21

Q Type[/]tosearch

() Actions @) Security |~ Insights

s Edit Pins ~ L) Openin Gitingest

Q Go tofile <

Add Python 3.14 to the supported versions (#1961)

[8/n] Make realtime more like the rest of agents sdk (#...

Update all translated document pages (#2147)

fix: #2097 fix the default settings for SIP realtime runn...
feat: preserve logprobs from chat completions APl in ...

feat: preserve logprobs from chat completions APl in ...

Migrate openai from 1.x to 2.2.0 (#1874)

Initial commit

Point CLAUDE.md to AGENTS.md (#930)

Point CLAUDE.md to AGENTS.md (#930)

Initial commit

feat: #1614 gpt-realtime migration (Realtime API GA) (...
Update README.md

docs: add missing items in side navi bar (ja, zh) (#1932)
v0.6.2 (#2153)

v0.6.2 (#2153)

& Unwatch

181 ~

Compare & pull request

. e

df020d1 - yesterday @ 885 Commits

2 months ago
5 months ago
last week

3 weeks ago
yesterday
yesterday

2 months ago
9 months ago
6 months ago
6 months ago
9 months ago
3 months ago
last week

2 months ago
5 days ago

5 days ago
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Y Fork 3k -

Starred 17.7k

About

A lightweight, powerful framework for
multi-agent workflows

¢ openai.github.io/openai-agents-python/

python framework ai op2nai

agents lim

Readme

MIT license
Activity

Custom properties
17.7k stars

181 watching
3k forks

< O 2 M <2 8

Report repository

Releases 43

© v0.6.2

5 days ago

+ 42 releases

+4,158

Contributors 192
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Agent is LLM using tools in a loop
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Agent is LLM using tools in a loop

instructions = "BEiE{EiEimat"
tools = [TH1, TH2, TH3....]

AR =

messages = [] # FCEkHERBI messages JAR&

while True:

response = model.run(instructions, tools, messages) # [FI4 LLM XiZEE!, BRI F—%

1f response.tool calls:
tool_result = tools.run(response.tool calls) # #H{TLHE

messages.append(tool_result) # EEIAREE

else:
print(response.final_answer) # AEZEEZEHTILH > OBEREETER
break

AIZ2EH ZAIRY

%k LLM-based Al Agents fEFIfEE 9=
https://ihower.tw/blog/archives/12586
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https://fly.io/blog/everyone-write-an-agent/
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Agents tEZ23%1E

* OpenAl Agents SDK https://openai.github.io/openai-agents-python/
« BZRRIBIEERIE Top 5
- THEEEMIESR > INEEEREE - (BEEMREMENE - B bug BEEHC(E

* PydanticAl https://ai.pydantic.dev/

o WNRIRFRIF ~ Python

* Al SDK https://ai-sdk.dev/docs/agents/overview

« WNR{REAAEIIE ~ JavaScript / TypeScript Jk

* ADK https://qgithub.com/google/adk-python
« YIR{R=Z Google in
« }ZILiE=S ZE:&H Python g JavaScript
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https://openai.github.io/openai-agents-python/
https://ai.pydantic.dev/
https://ai-sdk.dev/docs/agents/overview
https://github.com/google/adk-python

N
OpenAI Agent SDK imm from agents import Agent, ModelSettings, Runner, function_tool

@function_tool
def generate_number() —-> int:
print("generate_number called")

* Demo code: https://qgithub.com/ihower/ ™" *
ihower-llm-workshop/blob/main/oa- agent = Agent

name="foobar",

agent-basic.py gLt 1

instructions="you are a helpful assistant”,

tools=[generate_number],

o % gpt—5_2 model_settings=ModelSettings( reasoning={ "effort": "high", "summary": "au
)
 OJFEA% reasoning effort: none, low, Beync def mmia()

medlum, hlgh, Xhlgh print("-————————————— Round 1-———————— e ")

resultl = await Runner.run(agent, "First think and call the "generate_numb.
N print(f"AI: {resultl.final_output}")
A\ 1 4 n
o ¥IER4CEE chat history 7£ Round 2 & A . -
chat_items = resultl.to_input_list()
print("——-")
for x in chat_items:

print(x)


https://github.com/ihower/ihower-llm-workshop/blob/main/oa-agent-basic.py
https://github.com/ihower/ihower-llm-workshop/blob/main/oa-agent-basic.py
https://github.com/ihower/ihower-llm-workshop/blob/main/oa-agent-basic.py
https://github.com/ihower/ihower-llm-workshop/blob/main/oa-agent-basic.py

OpenAl Agent SDK i®hk(streaming)

https://github.com/ihower/ihower-lim-workshop/blob/main/oa-agent-streaming.py
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SmB: FTFREE - HIBREILRESR

async for event in result.stream_events():
if event.type == "raw_response_event": # iE{8=2E Responses API MR event
# print(event)

item = getattr(event.data, "item", None)
if 1tem:
print(f"{event.data.type} ItemType: {item.type}")
elif event.data.type in ["response.output_text.delta", "response.reasoning_summary_text.delta"]:
print(f"{event.data.type}: {event.data.delta}")
else:
print(f"{event.data.type}" )


https://github.com/ihower/ihower-llm-workshop/blob/main/oa-agent-streaming.py

Python Y API Server EiE

« FastAPI: IR &% EE Python Web Framework I t A P I
e https://fastapi.tiangolo.com/ a S

« BREFDHIRIEERZ 1/0 bound A2 CPU bound » JE

F @S asynchronous programming Z2§&RY fastapi » !
Node.js % 8E[EZF 4K I
I

o IRMFLM REST API » {MBIRIR D BHZ54E - S4EIETR A DAE:
« I Vibe Coding R Z|—1E HTML/JS Bijim

« 5—{& application server &l > {520 Ruby on Rails

« BPF9aVBIIR - HIA0 React/Vue.js



https://fastapi.tiangolo.com/

Python 4 #E%: uv IR asyncio

e uv: IR S 4AE Python package TH

» https://qgithub.com/astral-sh/uv
 asyncio: Python BY Asynchronous Programming

» https://docs.python.org/zh-tw/3.13/library/asyncio.html

e 59T https://carrot-cheng.medium.com/python-%E7 %9A%84-concurrency-programming-3aeca87073e6

o PNER] Python IR EE=IHAE

e FastAP| R asyncio

« OpenAl Agents SDK E X asyncio

» OpenAl Python SDK & asyncio

« IEZ Python library t1& [E]RF M FERRZS: non-async iR async kRS

« H'E Google colab AthZ asyncio IEIE



https://github.com/astral-sh/uv
https://docs.python.org/zh-tw/3.13/library/asyncio.html
https://carrot-cheng.medium.com/python-%E7%9A%84-concurrency-programming-3aeca87073e6

1% OpenAl Agents SDK % A FastAPI

—ERFEEHY Al Agent ¥1:5

o 1&U% GET /api/v1/agent_simple

o https://qgithub.com/ihower/ihower-lim-workshop/blob/main/main.py

e Hijim HTML/JS

o https://qgithub.com/ihower/ihower-lim-workshop/blob/main/static/
simple agent.html



https://github.com/ihower/ihower-llm-workshop/blob/main/main.py
https://github.com/ihower/ihower-llm-workshop/blob/main/static/simple_agent.html
https://github.com/ihower/ihower-llm-workshop/blob/main/static/simple_agent.html

Rl Vibe Coding

SESEBAIETEERY HTML EETE static/simple_agent.html > 1= —1{@ textarea B
form > ¥ | Submit 1&

1. i F query 5%iiZIAH: Human: query » 7318 ;S EM form B
2. FH javascript =1 GET %l /api/vi/agent_simple %8 22X query 1
previous_response_id (fEz%& null)

3. Bl 2—1@E json > i51% output 2INEIGH » A previous_response_id fR1F F—X
Sumit®E A

B Z—(Eizil 2 Reset » # N&BEZE AL textarea FIGHFAARNTD » AifE

previous_response_id £4[E] none

= HE FH bootstrap ZZ&f— (A CDN & A css)
ﬁ *E_tﬁl g Z /% main. Py
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cA FH Streaming &Bifi

/,

« 1&U% GET /api/v1/agent_simple_stream
» https://qgithub.com/ihower/ihower-lim-workshop/blob/main/main.py

° I%%\{f@% : ?j/k:ﬁ

)
!
5

I B85 2X 45 Bl iR AY streaming chunk

o [BFLE chunk & delta EEFIFZE L BT

e [BPLE chunk & metadata

o P chunk ATIABIIHE RS/ IR

o EBLEE BN B2 2 jiter.from_json J53% 4T partial json)
+ Hlll HTML/JS

o https://github.com/ihower/ihower-lim-workshop/blob/main/static/simple agent stream.html



https://github.com/ihower/ihower-llm-workshop/blob/main/main.py
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Hif Vibe Coding

sa 2 FELAIZEIGERY HTML EH{T static/simple_agent_stream.html > Z28d 2 —1El textarea BY form > #£'F
Submit 1&

1. AP query Fci@Z)A1E: Human: query » 418 B AL ER form Bl
2. FH javascript %

nan")

3. {2 2H SSE

SRR

i GET %l /api/v1/agent_simple_stream 58 Z £1 query Fl previous_response_id (TH&%

0|2 » FEAGERIMAVER » BmESHEA N

éHxE_JL,(sehuE’\J ,» f13F THINK_START, THINK_TEXT, CALL _TOOL A& content delta &}l

FlaN I RES: THINK _START -> THINK TEXT -> content delta -> CALL TOOL -> THINK_START ->
THINK TEXT -> CALL TOOL -> content delta &35

15 L S

AR

none

B2 INEAREIAGN - EEIUXEI [DONE] BF » T %55 SSE &Hijit
iif% DONE sl 25 previous_response_id {£1F F—XSumiti s A

Z—E

O

YR E

=k

27

;= Reset » & FM&IEZE LM textarea FIGHEAMB NS » i4F previous_response_id tA[o]

= HE FH bootstrap ZZ&h— (A CDN & A css)
1B iRt LR

Z main.py
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Streamable Resume Z2i#

o Xig0] TEh4R#818) BY Streaming 2543

1 LLM provider BJ SSE &iii— B i
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Streamable Resume 22#& %

o 2E Y E: https://upstash.com/blog/resumable-lim-streams
* APl ZHxhk 1l
« —{[& POST #&2%: FH background job B A Redis {EA4&1E]
« —f& GET 5TR: =X stream 2
¢ k=
o 70FF client ime] LAB HPEMRE
« £%& long-running agent BYE ZA284&



https://upstash.com/blog/resumable-llm-streams
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Coding Agent #Y Web hth#f 2 iEFE2"

Long-running agent W\{&

() Codex
P RERTEREN ?

+ {%H /plan 5ERS

Codex FTi8IHEE

Fix GitHub Issue 1788 in OpenAl Agents
S RIS § R IDE P 0 BARABEE e & PenAlAg
} A—.”L’w
Update Todos
55 R HEF —Explere—euprentiaplerentationof ipveke pept
Opus 4.5 ] Inderstand—hoew—Bfuretion—taol—han -~ £ ng
Specify failure_error_function for MCP tool S —FhRa—howv—MecPr—Foots—are—regrstered—and—created
i ENE e e T B ST e T S
118188 - ihower/openai-agents-python @ Default S S SRR
_—%;-H,l» /7‘;‘[, - CIitc,—ant Y It RS
Fix feature from issue #1788 . —Rohr—tests o ensure—every g Passes
. A EBUH , | |
10H22H - ihower/openai-agents-python R e a =
S
. . ) ) e Perfect! I've successfully implemented the feature requested in'
Fix issue with agent functionality B
108220 - openai-agents-sdk-fastapi-boilerplate ’ ges Summary
I've added support for specifyinga failure_error_function fo
#3 github ci EIEEIL$A{T github action Jfunction_tool decorator. This allows you to customize error he
9H18H - ihower/rails-codex-demo Changes Made
1. Modifled MCPServer base class (src/agents/mecp/server.g
5% rspec 1MW request spec p— e Added failure_error_function parameter to the const
1l Bt
9A18H - ihower/rails-codex-demo  Updated docstring to explain the new parameter
2. Modified _MCPServerWithClientSession (src/agents/mcp

e Updated to accept and pass through the failure_ernrc
3. Modified MCPUtil (src/agents/mep/util. py):






AG-Ul

ag-ui.com 1E#(EAY Ul Streaming chunk 1§z
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APPLICATION
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LangGraph Llamalndex
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$ Microsoft Agent Framework 8 i};‘éﬁ’#‘gs

COMING SOON

+ AWS Bedrock
@0 Agent&r'é’ ¢ éa Cloudflare Agents AND MORE


https://ag-ui.com/

1BimcEE: HEERIFE chunk 183\

» B Python 1 TypeScript SDK

» https://docs.ag-ui.com/sdk/python/core/overview

o https://docs.ag-ui.com/sdk/|s/core/overview

« FAY demo

o https://github.com/ihower/ihower-lim-workshop/blob/main/main.py

« & POST /api/ag-ui iz {@iFEh



https://docs.ag-ui.com/sdk/python/core/overview
https://docs.ag-ui.com/sdk/js/core/overview
https://github.com/ihower/ihower-llm-workshop/blob/main/main.py

BIRER4D: CopilotKit E—E/NS

e https://www.copilotkit.ai/

e React

e |nteractive Demo https://
cloud.copilotkit.ai/getting-
started

e Hijim Demo

» https://qgithub.com/ihower/
ihower-llm-workshop/tree/main/
copilotkit-frontend

CopilotKit ¥

& [ENREER AR TT

a CopilotKit v1.50 iz ccming soon, with brand new interfaces, streaml nedinternals, and no breaking changes!

&7 25 Sk GItHUD stars M2 Trustcdby 100K+ developers
o o

VIEW

Build fast, customize effortlessly.

DOCUMENTATION GET STARTED —

(RalE

|l


https://www.copilotkit.ai/
https://cloud.copilotkit.ai/getting-started
https://cloud.copilotkit.ai/getting-started
https://cloud.copilotkit.ai/getting-started
https://github.com/ihower/ihower-llm-workshop/tree/main/copilotkit-frontend
https://github.com/ihower/ihower-llm-workshop/tree/main/copilotkit-frontend
https://github.com/ihower/ihower-llm-workshop/tree/main/copilotkit-frontend

OpenAl ChatKit
2 ERURIER » $RZE(E Ul streaming chunk

Developer client integration

e https://platform.openai.com/docs/

guides/chatkit Bl

e 1&im Python SDK: https:// N "
github.com/openai/chatkit-python _

» Rl JS https://github.com/ \

openai/chatkit-|s



https://platform.openai.com/docs/guides/chatkit
https://platform.openai.com/docs/guides/chatkit
https://github.com/openai/chatkit-python
https://github.com/openai/chatkit-python
https://github.com/openai/chatkit-js
https://github.com/openai/chatkit-js
https://github.com/openai/chatkit-js

» MCP-Ul is now standardized into MCP Apps! Learn more -

Interactive Ul
Components over

MCP

Open protocol to build rich, dynamic interfaces for your agentic

apps with SDKs that bring Ul to Al interactions.

got—St_arted GitHub Live Demo
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Introducing the Model Context

Model Context Protocol

2024%F11B825H + 3 minread

Protocol

IERYUN{ATEN1S Context FIIEXE{LiRiE
£3¥F Tools  Resources 1 Prompts

https://modelcontextprotocol.io



https://modelcontextprotocol.io

B RERGS: 5 App BESNE H{ERZRRFE=HNTHRIER

e N C“ent app /:_T_H:E Your Computer
yAr . . MCP Protocol—v' MCP Server A '« > Local
« ZN#% Claude Desktop App ~ ChatWise ~ Cursor ~ Windsurf o
Editor &z GU| FER ] 45Eg2s e
° ; ﬂﬁ CIaUde Web ley %%HE%% Host with MCP Client
(Claude, IDEs, Tools] < MCP Protocol—»  MCP ServerB b i, LSOCE”_ .
« {RB1TFZEHY Agent 12T\
. . MC\F;‘Protocol—v MCP Server C «—\Web APls__
* More: https://modelcontextprotocol.io/clients
. W BEZHE AR MCP servers 1E7 internet
« —%H MCP server B! 1E % functions T B » G S FHI(F fremete
ZFA90 > MIER —{[@& function TH

o BlUNZ 8L Slack MCP server » Fh&—xZ2 4t )\ {@ functions
E{RAY client app _E:

slack_list_channels, slack_post_message, slack_reply_to_thread,
slack_add_reaction, slack_get_channel_history, slack_get_thread_replies,
slack_get_users, slack_get_user_profile


https://modelcontextprotocol.io/clients

« MCP-UI https://mcpui.dev/
o 1IF7EHIE MCP 1ZZ£E3R4&

» https://blog.modelcontextprotocol.io/
posts/2025-11-21-mcp-apps/

« Anthropic, OpenAl, Shopify #& I

D

ESH]

» Shopify https://shopify.engineering/

mcp-ui-breaking-the-text-wall

OpenAl Apps SDK https://
developers.openai.com/apps-sdk/

Interactive Ul
Components over

MCP

Open protocol to build rich, dynamic interfaces for your agentic

MCP-UI ;& T A R4E{ErY Ul 285

»# MCP-Ul is now standardized into MCP Apps! Learn more =

apps with SDKs that bring Ul to Al interactions.

a Started

GitHub

Live Demo

Abou

t



https://mcpui.dev/
https://blog.modelcontextprotocol.io/posts/2025-11-21-mcp-apps/
https://blog.modelcontextprotocol.io/posts/2025-11-21-mcp-apps/
https://shopify.engineering/mcp-ui-breaking-the-text-wall
https://shopify.engineering/mcp-ui-breaking-the-text-wall
https://shopify.engineering/mcp-ui-breaking-the-text-wall
https://developers.openai.com/apps-sdk/
https://developers.openai.com/apps-sdk/
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Booking.com find me a hotel
in Paris for two adults between
11/21-11/24 with parking
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US$776 / 3 nights US$687 / 3 nights
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[f & Unisex French Terry Hoodie

Show me my cart please!

You have 3 items from 2 shops in your cart. Checkout with each shop separately.

~
s ' v Checkout CAD $188.00
2 items a4

)
o Fn're Belly.Tes " v Checkout CAD $127.35
1i1tem
Let me know if you'd like to change your items or see some product reviews! )
 J é =
¢ o
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Unisex French Terry Hoodie
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MCP-UIl vs. AG-UI

« AG-Ul EZ 18l app {B4581imAY streaming chunk &1\

» MCP-Ul &% function calling T B E{#E894& - EHA#ERE Ul 4B
« KR > BJLAERRAE XD
« MCP-Ul tLE®E RIS = » =/IRHA client ZEES¥F2H

« EEFEES > 8] ChatGPT 1 Shopify

» {R& MCP server /& » 1R T —1E App L& > 287E ChatGPT/Shopiy t
ZOZE{PIRY Agent #EH

» FURNEEE > SIEBECFSERESE > 7 EelBFEMFIRY app AR
UI

» MRIRRE '5135115 7tapp BIGE » FEB1EF MCP-Ul BlEMAS T @ BRIERT
R —1EF 2EBIA R LAIRTE app




TTFT (Time-to-First Token)



TTFT

Time to First Token ° HPFHE&EZ! Token BIIFRE]

 EAEREGEK > HE—AASHIEZIRNLEE
» JEEIETRT
» TTFT SRR » {R1F2
= =¥y ikl
» E—EHAZA delta XF
o IR EIRRIS AR ERE

'I:II

Hix

| LLM Z5fE el —REE




Why TTFT S E2?

° ?Z%BEE -%E%:%ﬁ
s FARAASEAFPESRMZEET
¢ KIR.... e EZAPESERAUES

o WIBERIRY TTFT 1R

H AR (OpenAl, Claude, Gemini) FHEIE RS
HE3F

a7l
Z\
[

N

9 R

EEEAEE Al EX > MEMTEHIEEREL . FEESIEE
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https://artificialanalysis.ai/?speed=speed

® Speed & Latency

Comparison of first-party APl performance

Speed Latency End-to-End Response Time Intelligence vs Speed

Output Speed & & 17 of 350 models 4

Output Tokens per Second; Higher is better

0 of 732 model & provider combinations
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Intelligence

 Intelligence

Intelligence of leading Al models based on our independent evaluations

Artificial Analysis Intelligence Index Coding Index Agentic Index
Artificial Analysis Intelligence Index e & 17 of 350 models
Artificial Analysis Intelligence Index v3.0 incorporates 10 evaluations: MMLU-Pro, GPQA Diamond, Humanity's Last Exam, LiveCodeBench, SciCode,
AIME 2025, IFBench, AA-LCR, Terminal-Bench Hard, r*-Bench Telecom 0 of 732 model & provider combinations
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Output tokens of leading Al models based on our independent evaluations

Output Token Breakdown Output Tokens vs Intelligence
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Output Tokens Used to Run Artificial Analysis Intelligence Index e & 17 of 350 models >
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Cost Efficiency

Cost of leading Al models based on our independent evaluations
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https.//ihower.tw/blog/13093-agent-prompting-design
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https://cookbook.openai.com/examples/gpt4-1 prompting guide

https://cookbook.openai.com/examples/gpt-5/gpt-5 prompting guide

https://cookbook.openai.com/examples/gpt-5/gpt-5-1 prompting guide

https://cookbook.openai.com/examples/gpt-5/gpt-5-2 prompting guide

https://x.com/alexalbert /status/1993365963706913257

GPT-4.1 Prompting Guide

08 Noah MacCallum (Open

GPT-5 prompting guide

i 8 (S Anoop Kotha (¢

Apr 14, 2025

Al), Julian Lee (OpenAl)

Aug 7, 2025

Al), Julian Lee (OpenAl),

“AN)S Eric Zakariasson, et al.

w Samarth Madduru

No

GPT-5.1 Prompting Guide

OpenAl Cookbook
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https://ihower.tw/blog/13093-agent-prompting-design
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I¥548 1%

* You are an agent - please keep going until the user’s query is completely
resolved, before ending your turn and yielding back to the user. Only

t

erminate your turn when you are sure that the problem is solved.

- EE1EIN E2E Latency

. 1%

|FHEFZE

 You MUST plan extensively before each function call, and reflect
extensively on the outcomes of the previous function calls. DO NOT do this

entire process by making function calls only, as this can impair your ability
to solve the problem and think insightfully.
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» FRIERIASTEAIHIR reasoning token
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3 UX EEE‘JMI Preamble I:I:H:IL;\

 TEHMMMERE - EEFUEAEXFNENE@E L - SHAEE
« B GPT-5 FtasR:HAE EINEE

i

» https://cookbook.openai.com/examples/gpt-5/gpt-5 prompting guide

« OJE4 Tool preambles HIIE T

* <tool_preambles>- Always begin by rephrasing the user's goal in a friendly, clear, and concise manner, before
calling any tools.- Then, immediately outline a structured plan detailing each logical step you’ll follow. - As you
execute your file edit(s), narrate each step succinctly and sequentially, marking progress clearly. - Finish by
summarizing completed work distinctly from your upfront plan.</tool_preambles>

« EAEHIE tokens » ERASHPENRERITFXE
« BUNEFHY prompt i Zs » cAEEERFE—Eh

* Always begin by concisely explaining why search (tool call) is needed, for example what search results are
currently known, what is still missing, and therefore what needs to be searched for again, before calling any tools.


https://cookbook.openai.com/examples/gpt-5/gpt-5_prompting_guide
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o 5 EENE » AZHIEEE
Preamble X Fig 2 &2 FE X!
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HUMAN

<tool_preambles>Always begin by concisely explaining why search (tool call) is needed, for example what search resulis are currently
known, what is still missing, and therefore what needs to be searched for again, before calling any tools.<ftcol_preambles>

sA7CHEE TSLA RBEEY » ZEBIRESENRE—(EXBURBHFER

Al

Thinking...
**Clarifying tool usage** | need to 2xplain my thinking about using web search and tcols. | want to use the web search tool, but it might require two stages o
be effective. The second step relies an the first, so | can't run them in paral el. It coks like | should just ucse web saarch twice to ensura | gather tha right

infarmation. This way, | can piece it all together properly

FRERAIE TSLA (Tesla, Inc.) RIBIFEFEE - BNERGAEEASPENIERITEN - REEE 2024 FEIRNAENEL (ZEE - 4
o RSB ES) - BRERALERETILE NEREE, - EBHE R0 LSNBHFEREL  ERE:

1) KR ARE NP EEH Tesla BEAHEMO A8 5 %FF (2 Automotive, Energy Generation and Storage %) »

2) ikEHIF R 'E—ERTS VEBAATS - Preamble
2) ERBEZFFBENESHZABNIERIHFRAMPER -

ELERETE T —IRE VR DR « pIER Tesle RIFREERH - DIGERE - BHYHIFTRZ-IARHUB _ARSRILFEIHTR

. Tool Call: web_search

v {"query":"Tasla Inc ousinass segmants scope automotive energy generation and storage services latest annual report"}

Thinking...

**|dentifying bus ness segments** | need to identify the first business segment, wnich will ke automotive, and then I'll fccus on energy generation ard
storage as the second segment. After that, | should search for comoeatitors in the automative industry tc understand ther ceve cpments better. This

approach should help me get ¢ clearer picture of the market landscapz I'm dzaling with. Let's ensurz | gather as much useful information as ossv le!
- LA AL Mk

REMERITI AR ZE ARG PR Tesla BRI TES BMAE? « (i) Automotive (5518 MUK (i) Energy Ceneraticn and Storage
(%Jﬁ'\’é"ﬁﬂﬁ-if%‘é‘%’ °E‘13 f% 1@*3‘% Ell Automotwe DRAENEEEHE - ERREBREFS - KM EKREZASERASEXTESD

— b35S i 15 T HF RO EX BN EE « IR R IETSE T E A TS -

' Tool Call: web_search

{"query":"e ectric vehicle market compgetitors to Tesla autorctive segment recent develcpments 2024 2026 BYD Volkswagen Hyundai GM Ford NIO XFeng
. software autonomous driving"}

i%wggﬁi B W 8 B 2T A il (R3S BHERS

## — - TSLA (Tesla) BRINFEXIEEHE
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0,0
1 RS EIARIRE - SEEE 1 w Extract prompt
2 MBEFEIGERE - EEfE 2

sEE AP query® > HEENT EEZFEHET \ ‘
o]{# json #51&:

{

“classify”: 1 or 2:

}

¢ Lead Agent
Pf@f
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sm 7 T - P query:

IS Tzé*ﬁ?%ﬁﬁ ) &R UlﬁziﬁFn'ﬂEEﬁE » M A HN AR
IREFTHEN > FRRYIGE[
I%7Fm&,é:F':ﬁ ’ Z%T:T’_?Eﬁ” o] &

SN
o Y+ o

o0& json 451aE:

{

"Investment”: True or False,
“keyword”: “search query”,
=== p7 oo

"reqsoning level: 1,2,3 #1R investment /2 False ;6&EZE

"content": "' YR investment & True 5882

}

FFOL 5 =

°] Lead Agent
0,0
L RIBEZF4AROIE
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55T Router Agent

« NEBEREEA ERKIZANISIEER » n]CRREF BT
« fE{l ChatGPT iy Auto 5T, » B IEIETE,

o YR ZTERMERE » 8 prompt EFHIEE A » AEERIE
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« gpt-5.1 B reasoning_effort % none, low, medium,
high
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Lead GPT-5 Agent
(reasoning=none)

*©.%©F

sa+ 1 ;A P query:

| RIS EERIRE - B E SRR I~}
> HNRSHTIZI - 5840 B 3
3 R ASIERIEE - IR @ Lead GPT-5 Agent

(reasoning=Ilow)

o]{& json #5taE:

!

"Investment": True or False

reqsonlng effort: none or low ¥15R investment & False ;8%

"content": "' NER investment & True 5882

}
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« OpenAl X{H+RIE (]

» https://platform.openai.com/docs/gquides/
latency-optimization

[0

User message
My computer screen is cracked! | want it

fixed now!

GPT-4

Query contextualization

GPT-4

Retrieval check

%

|

Assistant message
I'm sorry to hear your screen is cracked, I'd
be more than happy to help! Let’s start with...

T

GPT-4
Assistant prompt

Retrieval

ATERE(CZ1E

User message
My computer screen is cracked! | want it

fixed now!
GPT-3.5 Retrieval
Query contextualization —
and retrieval check
GPT-3.5

N

Assistant message
I'm sorry to hear your screen is cracked, I'd
be more than happy to help! Let's start with...

T

GPT-4

Assistant response

I

—

Assistant reasoning


https://platform.openai.com/docs/guides/latency-optimization
https://platform.openai.com/docs/guides/latency-optimization
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Timeline

B newboy_agent 57.5s, 31634 tok
iZi openai.responses.create 8.61s, 2939 tok, GPT-5.1
iZi openai.responses.create 1.93s, 2669 tok, .

iZ} openai.responses.create 2.34s,2789 tok, @ TH
iZ} openai.responses.create 4.24s, 3031 tok, A

iZ} openai.responses.create 0.92s, 2562 tok, aum =
iZi openai.responses.create 1.9s, 3504 tok, ¢

iZi openai.responses.create 2.03s, 2920 tok, m m

{5} openai.responses.create 1.32s, 5386 tok, g ™

iZ} openai.responses.create 41.26s, 5814 tok, gpt-5.1-2025-11-13
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(/J\ﬁﬁﬂ) 3 :'. ....................... _:
Request ———y it — > Search Tool - . A’?e'\t > RePonSe
....... Aﬁen‘t
:.‘ ............. ": {
"user_sentiment": "positive",

"content": "EEHENEEER c BERNIEFEEZE RAG 7T
"following_questions": [
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"f£ production IRIETFEFTEMILEAHER 2 ",
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{
"user_sentiment": "positive",
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"£ production EIEFEIE

"BHENFIRLIE R DAEEE 2 "
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"user_sentiment": "positive',
"following_questions'": |

" BEFEE—1E B EFERVERHI0E 2 ',
"£ production IRIENEFEMILEMHET 72",
"EHEENFRIELE o] SRS ? "

]
}
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1T » 3522 Python asynchronous i&i%:
mietEnl AR IVFE SR RAENY » SEERIKDAEZERN » —HAEENERE
» HH async function B
« FH await RHI1TIEE async function W 17BN {5 <
 asyncio.gather F1T#17 3@ async function i F 15 5¢
» B] A semaphore [R# AT LARIRFFEATEITHI _LFR
 asyncio.TaskGroup [G Ik » Z— & E A

o 5t task = create task JERT 1T » FEN1ZEBEHAC await task FIFEZIER
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Post guardrail JEEEHE?

« OpenAl Agents SDK R &l

« JESR MM https://qithub.com/openai/openai-agents-python/blob/main/
examples/agent patterns/output guardrails.py

« 55hR https://github.com/openai/openai-agents-python/blob/main/
examples/agent patterns/streaming guardrails.py
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/. Priority processing

G OpenAl’s ‘Priority’ tier:
. OpenAl API B 5% 30-40% latency reduction for 2x the price
Mp /
° 1;%%% double éé?% API 15%*%2 Summarise Text (7000 words) Write a story (1000 words)
e https://platform.openai.com/docs/ * I

quides/priority-processing

e https://x.com/petergostev/status/ g +
1958957891517374794 ; _
: i » 3 I

S d Compl

-

S d Compl
»r—=
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8. Prompt Caching




soai; Prompt Caching (% Z~/Latency)

https://platform.openai.com/docs/guides/prompt-caching
Prompt prefix RIS SRIGE » AR E 1/10 ERXK

B EFEEEPR > B4 F Latency Ei g E X © Cache hit

N N N N N N N N N N
] OO0 AOCOHEEOOAORN
Original prompt HAOO0OANOGAORO

000000000080 AO® O AOCOALAOROO
O 0AOERBROOALAONR
HAQOOANOGAORO Cache miss

"prompt_tokens": 2006, AGOGALAOGOALAORERS
“comp letion_tokens": 300, 000000000

"total_tokens": 2306, O 0AOEEOOGOAOGORE
"prompt_tokens_details": { ’ H AQ0OAHNOGAOHES®

"cached tokens': 1920
AOOAOGOOALAOGOEREO

"completion_tokens _details": {
"reasoning_tokens'": 0,

"accepted_prediction_tokens": 0, Prompt XY 1024 tokens
"rejected_prediction_tokens": 0 REY TTL FE35 2 510 9458 » 2E—/\BS
\ =0 ~ EE 3 <

¥
¥


https://platform.openai.com/docs/guides/prompt-caching
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Context-Engineering-for-Al-
Agents-lLessons-from-Building-

Eo-=EA,78 18

Manus AR FF X THE : ffEEManus
B 21| ) 2% e

o WIRPWBEEE—EEE » I
o/ KV-cache aiHP&EE
production fgEx Al Agent IR EE &
VE—151Z - E Rz EiEEL]
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Design Around the KV-Cache
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1E:I "'rl

 GPT-5.1

=

| M—

. BE+

XEaEE = 0.019 =&
RETah

EHARETRE

~

0.022 vs. 0.525
» WRAZET 24157

e GPU A9 prefill &
= 2.7s

° ?LEEAE

=%t

o MHEZE

) 52 -

EZI"')'L =

121 N AX AE

Rl sR xS

1W tokens

0.06

N AREALAS

W RREA

0.045
0.03
0.015
0
& Atokens fREY tokens i@ tokens(AZIRER) | Wt tokens AREA MREA
1 3000 0 3000 1500 0.01875 0.01875
2 6000 3000 3000 1500 0.019125 0.0225
3 9000 6000 3000 1500 0.0195 0.02625
4 12000 9000 3000 1500 0.019875 0.03
S5 15000 12000 3000 1500 0.02025 0.03375
6 18000 15000 3000 1500 0.020625 0.0375
7 21000 18000 3000 1500 0.021 0.04125
8 24000 21000 3000 1500 0.021375 0.045
9 27000 24000 3000 1500 0.02175 0.04875
10 30000 27000 3000 1500 0.022125 0.0525




LLM span

Cache ERHIE

() openai.responses.create

+ Dataset - > Run 2 Flag for review

o REEEHRCHFINIED cache AEmT

Tm ago

0.43s

Tags TTFT request_co... Duration ctx_usage cache_ratio
26.844s

cl 9.93 24.2s 15.36 42.44

- 8.22 13s 92./9 12.09

= 9.23 15.3s 8.14 0

cl [INIRCS 23.5s 16.26 4.19

c2 11.65 20.2s 18.62 61.15

cl 6.06 10.7s 9.72 6.99

c10 10.26 30s 24.02 64.66

cl 7.78 11.3s 11.40 5.94




WIRERIAY prompt caching [53%
A7 Bia context window » T—EREFFE LA 100% match » EF T —H7T S

. BRIZFERES|—TEE[C]{EE—E turn BY reasoning tokens!!

« ZHIH reasoning tokens A& » H 72 OpenAl EE%E

* https:.//cookbook.openai.com/examples/responses api/reasoning items

Turn 1 Turn 2

System [ developer System / developer
message 1 message |

first vl/responses api request

User message 1 User message

fourth v1/responses api request — since this request
Turn 1 creates a new turn, items from previous turns can be
excluded. developers may choose to retain these items in

Reascning 1 Function call 1

reasoning items from context, or remove them from the model’s context to optimize

second v1/responses api R | for cost and latency. Note, that even if reasoning items from

o B i — shown to the model. — onction ealL outout the previous turns (reasoning 1, 2, 3) are included, our
+ reasoning item above in input even if developers send systems will strip them out and not show them to the model.
for optimal performance. them in their AP/ this is how 03 and o4-mini were trained and exhibit the best

Function call output 1 requests Function call 2 intelligence.
Turn 1 = &4 including these items is very
| ‘ likely to result in a full cache hit X in this request a full cache hit is impossible. at best, we
Reascning 2 Function call output 2

can only expect a partial cache hit on system message 1 and
user message 1.



https://cookbook.openai.com/examples/responses_api/reasoning_items

o 5 HP¥IEE Turn 1 5—8R
« ¥BEABMAX Function Calling
» 138 3 ZX API 04

Turn 1

/

System / developer
message 1

User message 1

Reasoning 1

Turn 1

Function call 1

Function call output 1

Reasoning 2

Function call 2

Function call output 2

Reasoning 3

Assistant message 1

first vl/responses api request

second v1/responses api
request — include user message
+ reasoning item above in input
for optimal performance.

including these items is very
likely to result in a full cache hit

third v1/responses api request
— include user message + all
reasoning items + all function
calls above in input for optimal
performance

W

Including these items is very
likely to result in a full cache hit



e T % API call

Cache hit!

Turn 1

System / developer
message 1

User message 1

Reasoning 1

Function call 1

Function call output 1

Reasoning 2

Function call 2

Function call output 2

Reasoning 3

Assistant message 1

first vl/responses api request

second v1/responses api
request — include user message
+ reasoning item above in input
for optimal performance.

including these items is very
likely to result in a full cache hit

third v1/responses api request
— include user message + all
reasoning items + all function
calls above in input for optimal
performance

w

including these items is very
likely to result in a full cache hit



£ = API call

e Cache hit!

Turn 1

System / developer
message 1

User message 1

Reasoning 1

Function call 1

Function call output 1

Reasoning 2

Function call 2

Function call output 2

Reasoning 3

Assistant message 1

first v1/responses api request

second v1/responses api
request — include user message
+ reasoning item above in input
for optimal performance.

including these items is very
likely to result in a full cache hit

third v1/responses api request
— include user message + all
reasoning items + all function
calls above in input for optimal

performance

W

including these items is very
likely to result in a full cache hit




FAE¥EE Turn 2 £ _ iR

#EE A MR Function Calling

XA 3R

HREE

items

. %i&

nn':F'

¥ Ja v 4

API IE0Y

7 E—H%AY reasoning

API [F0Z R A
Elﬂb\ﬂy REBiin

Turn 1

reasoning items from
this older turn aren’t
shown to the mode|,
even if developers send
them in their API
requests

Turn 2

System / developer
message 1

User message 1

Function call 1

Function call output 1

Function call 2

Function call output 2

Assistanl message 1

fourth v1/responses api request — since this request
creates a new turn, items from previous turns can be
excluded. developers may choose to retain these items in
context, or remove them from the model’'s context to optimizé
for cost and latency. Note, that even if reasoning items from
the previous turns (reasoning 1, 2, 3) are included, our
systems will strip them out and not show them to the model.
this is how 03 and o4-mini were trained and exhibit the best
intelligence.

X in this request a full cache hit is impossible. at best, we
can only expect a partial cache hit on system message 1 and
user message 1.

User message 2

Reasoning 4

Function call 3

Function call output 3

Reasoning 5

Function call 4

Function call output 4

Reasoning &

Assistant message 2

fifth v1/responses api request — include all items from the
previous request + reasoning 4 for max intelligence and
lowest cost. you can choose to include reasoning 1 +2 + 3 in
this request for ease, but we will ignore them and these
tokens will not be sent to the model.

i including all these items is very likely to result in a full
cache hit

sixth v1/responses api request — include all items from the
previous request + reasoning 5 for max intelligence and
lowest cost. you can choose to include reasoning 1 +2 + 3in
this request for ease, but we will ignore them and these
tokens will not be sent to the model.

including all these items is very likely to result in a full
cache hit



Z 5 2% API call
e Cache hit!
& 6 ¢ API call

e Cache hit!

Turn 1

reasoning items from
this older turn aren't
shown lo the model,
even if developers send
them in their AP/
reguests

Turn 2

System / developer
message 1

User message |

Function call 1

Function call output 1

Function call 2

Function call output 2

Assistant message 1

Usar message 2

fourth v1/responses api request — since this request
creates a new turn, items from previous turns can be
excluded. developers may choose to retain these items in
context, or remove them from the model's context to optimize
for cost and latency. Note, that even if reasoning items from
the previous turns (reasoning 1, 2, 3) are included, our
systems will strip them out and not show them to the model.
this is how 03 and o4-mini were trained and exhibit the best
intelligence.

X in this request a full cache hit is impossible. at best, we
can only expect a partial cache hit on system message 1 and
user message 1.

Reasoning 4

Function call 3

Function call output 3

Reasoning 5 |

fifth v1/responses api request — include all items from trL
previous request + reasoning 4 for max intelligence and
lowest cost. you can choose to include reasoning 1 + 2 + 3 ip
this request for ease, but we will ignore them and these
tokens will not be sent to the model.

including all these items is very likely to result in a full
cache hit

Funclioncall 4

Function czll output &

Reasoning &

Assistant message 2

sixth v1/responses api request — include all items from the
previous request + reasoning 5 for max intelligence and
lowest cost. you can choose to include reasoning 1 +2 + 3 in
this request for ease, but we will ignore them and these
tokens will not be sent to the model.

including all these items is very likely to result in a full
cache hit



#n ¥ Prompt Cache B Pro Tips:

o 1. BRI prefix RIFIEE

o 2. fR¥F L FIEIEIN append-only
3. JSON serialize FFI1EIEF

c 4. ARFRENTEMNIUER

e 5. MEBEZF APl WAREERTE




1. SBRIRIRIFIETE: System Prompt R E « SSH 2 HEM
User message

{ "role": “system”, “content”: You are a helpful assistant. Time is {current_time}"},

{ "role": "user", "content": "..." },
{ "role": "assistant”, "content": "..." },
{ "role": "user”, "content": "..." }

2! BiREIEEEPLN T system prompt

ERRENK




mAlSIRIFISE: System Prompt A% « B1SH#I 2 &12AY User
message

[

system prompt R E A EE]

{ "role": "You are a helpful assistant.}, — SR AN & AR

{ "role": "user”, "content": "..." },
{ "role": "assistant", "content": "..." },
{ "role": "user”, "content": “""<current_time>{current_time}</current_time>

<user_query>{user_query}</user_query}""" }



2. {®=¥F L T X{EEN append-only

« ERIEZME 0 (R2)EE append items

o —1%HY msg items ZE1
o MIAZEERI—1E output » EAHFETHI prompt

o« HAEFRAY system msg IR user msg

+ KZEHY Prompt chaining T2 EEEH] » fE cache _ 0 v =7 3
A

. 'y :
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"
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- o arn

AMM

A
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o

'
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Prompt chaining £2{1(Z% prompt » A6 F{REY)

W API call A API call
o HazlA FINVEX NS (MEremEsF » L TFEIREX

5| BB~ L2 {text1]

(text1) \ TR EE
H‘IEHU 1 text? 755-( |J

5 — {& API call {text?}

ip (T ED > BEFTAAT— 1D BYf
Y FR X Bl




Append-Only £{5l(E]—{3 chat history ;5 append > a5 [REY)

[ - {"role": "system", "content": "*E_EHEL/(_FEI’J ﬁ( |
{"role": “system", "content": "5 ' Wﬁ FIZRSA =" } w
_'_E%{_FE’JEEYW’T ’ Eugfgﬂq:jz {"role" ‘user’, “Content” text1}
. {ng |}, et text ] {"Ie' *; "assistant’, “content": text2},

"role": "user", "content": text1},

W
aft

{"role": "user", "content": "{REHENSF > 55

] PN EEE > EFNEE AR — DB |,
]




Append-OIy Lg




3. {%3%F JSON serialize key-value
IBFFiEE

o HIANME A function list NER » [EEZE
B JSON ixH

« FHLLUEIZEES (HIUN Swift ~ Go?) £
17 JSON $*T§H =Z[EHBEY key-value
8% > E P B ERRENKIK




4. )MOENRE T B EFHINEE

« TEAXZ » {REEFBIREBEEH

am

T A Agent

« R—EXTHEZ > prompt cache FLEXK

« OpenAl B2t allowed_tools IfJEE: hitps://
platform.openai.com/docs/guides/latest-model ##;RiE
118 el =B

« tools EEAE

« AS—{EAZ&EIEH
o Y{O[EE S Tools KZRYEE

« ZRZFLSHETEHIIERET » 5822 Anthropic Skills

AX A

\

\

e https://www.facebook.com/ihower/posts/
10163047278398971

Pydantic Al

Toolsets

A toolset represents a collection of that can be registered with an agent in one go.
They can be reused by different agents, swapped out at runtime or during testing, and
composed in order to dynamically filter which tools are available, modify tool definitions, or
change tool execution behavior. A toolset can contain locally defined functions, depend on
an external service to provide them, or implement custom logic to list available tools and

handle them being called.

Toolsets are used (among many other things) to define available to an agent.
Pydantic Al includes many kinds of toolsets which are described below, and you can define

a by inheriting from the class.

Conditional tool enabling

OpenAl Agents SDK F8{lLThEE

You can conditionally enable or disable agent tools at runtime using the is_enabled parameter. This
allows you to dynamically filter which tools are available to the LLM based on context, user preferences,

or runtime conditions.

import asyncio
from agents import Agent, AgentBase, Runner, RunContextWrapper
from pydantic import BaseModel

class LanguageContext(BaseModel):

language_preference: str = "french_spanish”
def french_enabled(ctx: RunContextWrapper|LanguageContext], agent: AgentBase) -> bool:
“""Enable French for French+Spanish preference."""

return ctx.context.language_preference == "french_spanish"


https://platform.openai.com/docs/guides/latest-model
https://platform.openai.com/docs/guides/latest-model
https://www.facebook.com/ihower/posts/10163047278398971
https://www.facebook.com/ihower/posts/10163047278398971

ol

. XX Prompt Cache 55%7E

* OpenAl

* https://platform.openai.com/docs/guides/prompt-caching

« prompt_cache_key iE{RE o] [a] —1{@E1& im|REX server

« £ 2025/11 gpt-5.1 10T prompt_cache_retention RIMZEERENZ] 24h

 Implicit caching ZEHE))

 Claude
« cache_control RJLAIENN TTL » FEsx2 5 oi2 > I LAIEINZR] 1 hr (EEREIMITE

.hvhu%tUFlSMatChil

* https://platform.claude.com/docs/en/build-with-claude/prompt-caching name: se r*vice-wor'k '
 Explicit caching » EEHC X E cache &R, » £ Z[U{H ' ("w:’“ge) {
\Mess . i .
 Gemini age. i“df:‘)((_)f( i

» https://ai.google.dev/gemini-api/docs/caching?lang=python

« A Implicit caching #l1 Explicit caching



https://platform.openai.com/docs/guides/prompt-caching
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https://ai.google.dev/gemini-api/docs/caching?lang=python
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e Dify, n8n, LangFlow ZF3

- RELIERBEIARESHE H5E8 Agent [EF
s BHNEBERBLEBERPRRNSEFHUTIE
« RBEHIE Prompt Caching ¥}

« H1RZ TTFT ] Prompt Cache By Anti-Patterns

==

o FRETE4REIEL output — input B chaining » TMIE append-only

« ZHIE Agent A AEERIFAIEREIRE - BEIFRK LIERTE > TTFT # latency #81€
« LA BRIE - B latency

« BEVEAXE FiTRE - BiAREL

« BEFEATIRE)SE(CHL > 21500 LLM call {2 JSON » XEI8T

e bt Eval (LR &
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e REAEERBIEIRIEF > BB S HRE

1/1\5%@%% missing prompt cache > B ARH]
78 Ao

o FlENALENEZEZ ENEE inject prompt TEEEFE
tEE!

o REEERRFEENEIELZS LLM API 8y items JIEF




Prompt Cache X EfE

» https://sankalp.bearblog.dev/how-prompt-caching-works/

e https://axk51013.medium.com/lim-%E5%B0%88%E6%AC %84 -
%EI%B0%B2%E9%I9A%BE-context-engineering-kv-cache-centric-lim-
%E6%87%89%E7%94%A8%E8%A8%ADYNES8%A8%88-ee70eb331983

sankalp's blog

Home Featured Blog About (LLM g*ﬂﬁ] EBE conteXt
engineering : KV cache centric LLM
—J 4%
FEFHERE
How prompt Caching works - Paged aN{a]#5 B prompt design KRB R AMEE - FBERA IR FBFEEER
Attention and AUtomatiC Preﬁx .,  [EfEOscar | Following 43minread - Aug 4,2025

Caching plus practical tips

07 Dec, 2025

Table of Contents

[TIMEREE] zEBEE rantext enaineering
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Context Engineering




Prompt engineering vs. context engineering

Prompt engineering Context engineering for agents
for single turn queries

Context window Possible context to give model Context window

System prompt Doc Dac Dac

| 4

User message Tool Tool ] [ Tool ]
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https://www.anthropic.com/engineering/effective-context-engineering-for-ai-agents
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Context Engineering

Instruetions / System Prompt Long-Term Memory

State / History (short-
term Memory)

Retrieved
Information (RAG)

Available Tools

User Prompt Structured
Out(a ut




Context g1S{1EE ?

https://ihower.tw/blog/12817-context-engineering

e Instructions / System Prompt: E HREEIT ANV IE<S FIEE

e User Prompt / User Input: (FFHZERIGEK ~ BBk Ei A

» State / History: ERI¥IEHVIIRESE - BISFAERSMIEEREIFE - EXIUME TSR

]|

 Long-Term Memory: ES¥I5ERITF A K58 E
g > EXIUM TRHEECIE

 BERERRVERZ R

50), AP| f2 = B9tE RS

» Retrieved Information (RAG): YMEREIERFTANGE » 1ESXMHE ~ BRE

 Available Tools: FRE R IENUAY R E S T EE S

* Responses from tools: T H#ITHIAER

o Structured Output: EZREREEIET » 20 JSON 5 XML

[y
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]

BEHREFEE - IRSAEDE

=il

11|

Jdlinl


https://ihower.tw/blog/12817-context-engineering

Context ERIERI5

https://github.com/langchain-ai’how to fix your context

Context Offloading

Context Offloading is the act of
storing infarmation outside the
LLM®s context, usually via a tool
that stores and manages the data.

Memory

Ezé?§ Scratchpad

Context

—

r b
4
-

Niantanis’

RAG

'

Context Pruning

ff

Context Pruning is the act of removing
irrelevant or otherwise unneeded
information from the context.

Trimmed

Context

|

Retrieval-Augmented Generation (RAG) is
the act of selectively adding
relevant information to help the LLM
generate a better response.

Retrieval
Context System

f
S
P '
-<
NEDOR

Context Summarization

Context Summarization is the act of
boiling down an accrued context into
a condensed summary.

Context Summarized
_ Context
@ - O

Summarize

Tool Loadout

~ ™
Tool Loadout is the act of selecting

only relevant tool definitions to
add to your context.

Retrieval
TOOlS System
\ J

Context Quarantine

P

Context Quarantine is the act of isolating
contexts in their own dedicated threads,
each used separately by one or more LLMs.

Context

Sub-agents



https://github.com/langchain-ai/how_to_fix_your_context

B—2Z 534 Context Window [R#l

 GPT-40 128k

 GPT-4.1 1048k

* GPT-5 400k

o ERZAMEDY P]DARIE
» EEERIE Long Context RIBE LA S » FEEMIAREIEN > MEEGASEEEARNAN
» https://fiction.live/stories/Fiction-liveBench-Mar-25-2025/0QdzQvKHw8JyXbN87

e Context » (BERIEATTEET:

P |

» https://research.trychroma.com/context-rot

e https://www.dbreunig.com/2025/06/22/how-contexts-fail-and-how-to-fix-them.html



https://fiction.live/stories/Fiction-liveBench-Mar-25-2025/oQdzQvKHw8JyXbN87
https://research.trychroma.com/context-rot
https://www.dbreunig.com/2025/06/22/how-contexts-fail-and-how-to-fix-them.html

B ETE Context Editing &>

https://platform.claude.com/docs/en/build-with-claude/context-editing

» Claude 121t R AV Context Editing IHAE

o BEEE Claude (R IEE LLIATV AR FENUEY Context Editing 115 » EARE

ClaUde DOCS Developer Guide AP| Reference MCP 7 Resources Release Notes Q. English
mearc P Capabilities =
1t] [¥ Copypage @V
PR Context editing

Intro to Claude Automatically manage conversation context as it grows with context editing.

Quickstart
. Overview
Models & pricing
Context editing allows you to automatically manage conversation context as it grows, helping you optimize
costs and stay within context window limits. You can use server-side API strategies, client-side SDK features, or
Choosing a model both together.

Models overview

What's new in Claude 4.5 Where i+



Claude 12 Context Editing LHEE & &

 Tool Result Clearing ;5I2EH#Y tool result

e trigger : {AIRFENENFIE (input_tokens / tool_uses)

e keep : REEZ /D& tool uses (fFlIA keep: {type:"tool_uses", value:3})

e clear at least : X E/NEIEZ/D tokens. % HHE cache %K

* clear_tool_inputs : &[G tool call 2E—tEFkR

» Thinking block clearing ;&F#E thinking block

o keep: R &2 N 1@ thinking turns

MR EREIRRESE

>t

« Compaction E4 summary 2R BX

I

« context token threshold : JER%EP54E

» model : (EFRARERMEEERE (HI20 haiku BIE )

e summary_prompt : H5JEERI{




Compaction EA4a3LES
ff% or HEZAFBIELIEE

» ERAE MREBFIEEML > e RESBNIT - FHEERE

1:|||I—

2

- REBARBEG ARREEE TTE » BREHATESER

PREARRAEER: ZIETEAPTIRAIETE /T —REE
PRERTRRAKAS: AT EEREEE S AMmIEARME

Hf) > £

/\EEI/7:\L

o B4l ZVREE Z1E TRERIREI UPIHEE E:E 5T token LB (3@
I » BRIESiEE token BXEAL  15HE:E Agent B R EITFPERE
= |

https://jxnl.co/writing/2025/08/30/context-engineering-compaction/

* Pro Tip: R Z2ZHEER/IWIBHANZ—FE BRI ARGR]

E@fa R

15

] refresh token Ak
“E

IERERY TE2ERE



https://jxnl.co/writing/2025/08/30/context-engineering-compaction/

5 _—Zs=2h: Prompt Caching

X EAFESE context = RIS AN

o F%&t Tradeoff

» EZFiET Context Editing ?

. BTBRNEBEBERIEY - BITFIR
FAJC context 5 » BB—XBR4fasy 5y




B % Context Engineering: Tool Design
https://www.anthropic.com/engineering/writing-tools-for-agents

- VAR Z: ARITEWZ T - HEGZEIBE APl endpoint fiA T HE » RURET4ERBOESHWEIETE - Flanf
FO R list_users ~ list_events ~ create_event » HIZ{{—1[E schedule_event {5 EFFBE

. npgﬁuﬁaﬁ@_é‘}g S THEZE SN RAIEEE Agent 3E¥ T B - 18 asana_search vs jira_search 3E1&R81
san e o ERLEIRIEBZRAIK

» REIFEEERNE: Agent BRIE B AR S LhRIBEFSRIFAN id BET » (EHERABTEESENEI > BERMERRD
28

+ Token WER(EL: BEFDE ~ BIE - BETFHEH > &AL response_format 28 » :& Agent EIEFE
“concise” 2 “detailed” BY[o][fE

e FEIRIEEFEE): FIEEY “Error 404" » RU&GEF Agent: “IxA2IZFAE » AT IHED{EH search_user TH
o=

o

o T Himal: E{EMEZERH Prompt Engineering 1 TE{E1E



https://www.anthropic.com/engineering/writing-tools-for-agents

Tool Response Design

» Context Offloading TRlg: 122 & [0]1F snippet » ZFRE H S HETE S load full
page > L FEME L& HI20 search 1 load_pages

» https://columns.chicken-house.net/2025/09/16/chat-with-my-blog/

« THEIMPFR T chunk =2 P]LABIFE metadata » rIIR{HE 2 FE H[o)(facets) 5| &
Agent X & Z ITIRE

https://jxnl.co/writing/2025/08/27/facets-context-engineering/



https://jxnl.co/writing/2025/08/27/facets-context-engineering/
https://columns.chicken-house.net/2025/09/16/chat-with-my-blog/

i Sub-Agent [RI2 175 > 455 Lead Agent §z;EHY Context

o [HRE: BE— Al agent RIZEEMIFFIT » L TXHRARSIIRE 53
 5)40: Coding Agent 4T RIZEEF » 150,000 FFHY HE%2 5,000 FFHITHAEIR 21

B ER

\\\

28R 75 L6
EN

o iERK context B 95% 2% -

- BT DEEIVZEHE: BEEAKE context BT E[REETE sub-agent RSP » ISR ZEIBER 4 Lead Agent FLEF

s FRIEBAEITRE=EHRZR (FREEE tokens)
« RO EMETFEELTIEA (1000-2,000 tokens)

» FMEARINGEHEOTER

o BHREE— Agent B E TS RRE
» [FRIET: EAFREDITETS - LEAIDAFITHIT Sub-Agents K




F%AY Context Engineering demo code

» OpenAl Agents SDK + FastAPI server 345l

o https://qgithub.com/ihower/ihower-lim-workshop/blob/main/main.py

e get_agent_stream_v2
» Context Engineering: Zff LE#dL - IRHFREES



https://github.com/ihower/ihower-llm-workshop/blob/main/main.py

Recap

 OpenAl Agents SDK - FastAP|
. RIRIRESERE: AG-Ul 1 MCP-UI
o FHFEIERFAEIRY Agent
» TTFT REE: 8 MUEIX
« & UX ~ FE171ME

» Prompt Caching IREE: 6 (& Pro Tips

« Append-Only log B4



FRIRIR L FEH -
OpenAl Agents SDK + FastAPI + Braintrust Playbook

o https://github.com/ihower/openai-agents-fastapi-playbook

— O ihower / openai-agents-fastapi-playbook Q. Type [/ ]to search & ~ + - O 1 &
¢> Code (*) Issues {9 Pullrequests (») Actions Projects [0J Wiki ) Security |~ Insights 33 Settings
3‘ openai-agents-fastapi-playbook Public 2 Unpin [} Open in Gitingest & Watch 0 ~ % Fork 0 - vy Star 2
¥ main ~ ¥ 1Branch © 0 Tags Q Go tofile t + <> Code ~ About
OpenAl Agents SDK + FastAPI +
3. ihower Refactor main.py to extract API routes into separate controller modules 43bbd4d - last month  {%) 31 Commits Braintrust Playbook
app Refactor main.py to extract API routes into separate co... last month ¢ aihao.tw/lim
data Add Docker support and reorganize data directory stru... 2 months ago 1] Readme
A Activity
dspy_program Add guardrail evaluation framework with DSPy optimiz... 2 months ago

vy 2 stars

— - B - B a . B - - - aaa a . o= — —_—


https://github.com/ihower/openai-agents-fastapi-playbook
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2 F ¥R https://ihower.tw

:RFZ https://aihao.tw/lim

«  FHY LLM
Facebook: https://www.facebook.com/ihower

Threads: https://www.threads.net/@ihower

4 B https://unsplash.com/ Free 1S A

-0y

X% R IEE

X


https://ihower.tw
https://aihao.tw/llm
https://www.facebook.com/ihower
https://www.threads.net/@ihower
https://unsplash.com/

